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Background: Cross-Modal Retrieval

O Modality
« Text, Image, audio, video...

O Cross-modal image-text retrieval
« Build the connection is difficult
m) The gap between modalities

0 Solution

« Embeddings & Distance Learning
« Alarge number of data pairs
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Background: Recipe Retrieval and Dataset

O RecipelM

« One of the applications of cross-modal retrieval
« 1 million pairs of recipe images and recipe texts
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Query Image

Retrieved Recipe

Ingredients Instructions
butter 1. Melt 1 tablespoon butter with 1/2 tablespoon olive oil in
olive oil saucepan over medium heat.
sweet onions 2. Add onions and saute, stirring every few minutes, until
portabella they are caramelized, about 15-20 minutes.
mushrooms
celery 3. (If soup is too thick, thin with a little more hot broth).
carrot 4. Season to suit your taste with salt and freshly-cracked
garlic cloves black pepper.

5. Serve in deep bowls, garnished with a sprinkle of

minced, fresh parsley.

Query Recipe

Ingredients Instructions

hamburger 1. Cook hamburger until done and drain off the fat.
rigatoni pasta 2. Add mushrooms and onion and fry until translucent.
Ragu pizza sauce 3. Add pepperoni.

mushrooms 4z s

onion 5. Lay noodles on top of hamburger mix in crockpot.
pepperoni 6. Turn crock on low and leave 4-5 hours.

mozzarella cheese 7. Pour over the remainder of pizza sauce over the

®

noodles.
Top with the cheese.

Retrieved Image

Salvador, Amaia, et al. "Learning cross-modal embeddings for cooking recipes and food images."




Background: Recipe Retrieval and Dataset

O Challenge of Recipe Retrieval

> Text

* Ingredients are diverse (and rare in dataset)
« Instructions are detailed (or lengthy) and diverse

Query Recipe Retrieved Image
Ingredients Instructions ‘

butter 1. Heat butter in 2 gt saucepan over low heat until melted

garlic cloves 2. Add garlic.

all - purpose flour 3. Stirin flour and salt.

kosher salt 4. Cook, stirring constantly until bubbly.

milk 5. Remove from heat and stir in milk and broth.

chicken broth
Cook uncovered at 350F 20-30 minutes until nice and

mozzarella cheese 6.

parmesan cheese bubbly.

onion 7. | Let stand 10 minutes before cuttingJ SI M P I.Y B R EAKFAST LASAG NA

Query Image Retrieved Recipe
Ingredients Instructions
spiral shaped pasta 1. Cook pasta according to package directions and drain.
pepperoni 2. Pour into large mixing bowl.
ground beef 3. Finely chop half of the pepperoni.
pizza sauce 4. .
mozzarella cheese 5. Pour in lightly greased casserole dish.
dried parsley 6. Sprinkle remaining half of cheese over top.
onion powder 7. Place remaining pepperoni slices on top.
garlic 8. Sprinkle with parsley.
CROCK POT PIZZA 9. Bake in 350 degree oven until cheese bubbles.




Background: Recipe Retrieval and Dataset

O Challenge of Recipe Retrieval

» Image
« Various plating (in bowls, on plates, on the table...)

Salvador, Amaia, et al. "Learning cross-modal embeddings for cooking recipes and food images.“ CVPR 2017



Related Works

O Joint Embedding

« A framework with the proposal of RecipelM
 Bidirectional LSTM for ingredients encoder
* Regular LSTM for instruction encoder
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Related Works

0 AdaMine

. . Cosine Dist
* Retrieval Loss (Triplet Loss) e e

Cins(0, xqaxpaxn) — [d(xqaxp) T o - d(xqaxn)]+
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Related Works

0 R2GAN
« Using GAN to learn compatible cross-modal features

Recipe Recipe Embedding Learning Module

" GAN Learning Module
. Curry Chicken and .
Title e ; Two-level Ranking Loss
omato Pilaf .
Recipe

. Olive 0il; 2 chicken breasts; 1 Embedding ’ \
Ingredients | onion: korma curry paste: -
basmati rice: 1 tomato... Vi (Vq or Vp)
Adversarial Loss
1. Heat a saucepan over med L.
high heat. — D
Instiuctions| 2. Spray with olive oil. OSItlve e A ’
3. Cook chicken for 3-4 min .
each side.
4. ..
{recipe, image
Semantic Loss ¢ EEEHEI: S “_
. . Vi (v, or
Semantic Learning Module
uery
E-Reconstru('tion Loss|
\egative /'

Image {real, fake}
Food image Embedding

T Adversarial Loss

Image Embedding Learning Module

Zhu, Bin, et al. "R2gan: Cross-modal recipe retrieval with generative adversarial network." CVPR 2019



Related Works

O Adversarial Cross-Modal Embedding (ACME)
« Translation consistency losses and a new triplet loss

« Adversarial loss L7 4 for modality alignment Recover the other modality
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Wang, Hao, et al. "Learning cross-modal embeddings with adversarial networks for cooking recipes and food images." CVPR 2019



Related Works

O Hierarchical Transformers (H-T)

« Hierarchical transformers to encode recipe
« Self-supervised losses on top of pairs of recipe components

Title: Mac n cheese skillet

Ingredients

2 cups elbow macaroni
1-1/2 cups water

2 thsp. sweet onion

Instructions
Cook macaroni according to package
directions.

Melt butter over medium heat.
Add onion and saute for 2 minutes.
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Motivation & Method

O TNLBT + Dynamic Margins + Cross Decoder
« Improving the representation capability of the recipe embeddings

H-T L
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TNLBT : Yang, Jing, Junwen Chen, and Keiji Yanai. "Transformer-Based Cross-Modal Recipe Embeddings with Large Batch Training." MMM 2023



Method: Dynamic Margins

O Distance learning with dynamic margins
* Adjust the learning difficulty of retrieval loss

24 Xdm Lyer = Z [d(Va, Rp) —d(Vg, Rn) T adm]+
V

* Increase «g,, during training
L. + Z [d(Rai Vp) _ d(Ras Vn) + adm]+
R

Retrieval Space




Method: Cross Decoder

O Improving cross-modal recipe embeddings R*

* Fusing before Generating T:nh

4

R* = CrossDec(FC(R), FC(V)) Add & Norm
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Experiments: Evaluation Metric

O Test Process
 Randomly select recipe-image pairs from test set
« 1k setting and 10k setting

O medR
« Median rank of the closest ground truth result in the list

O R@K
* Recall percentage at top K (R@1, R@5, R@10)
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Experiments: Results

O Comparison with state-of-the-art methods
 Randomly select recipe-image pairs from test set

15

1k 10k
Image-to-Recipe Recipe-to-Image Image-to-Recipe Recipe-to-Image

medR R@! R@5 R@10 | medR R@1 R@5 R@10 | medR R@1 R@5 R@10 | medR R@! R@5 R@10

JE[5] 52 240 510 650 | 51 250 520 650 | 419 - - - 392 - - -
R2GAN[11] 20 391 71 817 | 20 406 726 833 | 139 135 335 449 | 126 142 350 46.8
ACME[9] 10 518 802 875 | 1.0 528 802 876 | 67 229 468 579 | 60 244 479 590
H-T[6] 10 600 876 929 | 1.0 603 876 932 | 40 279 564 681 | 40 283 565 681
X-MRS[2] 10 640 883 926 | 10 639 876 926 | 30 329 606 712 | 30 33 604 707
T-Food[7] 10 723 907 934 | 10 726 906 934 | 20 434 707 797 | 20 446 712 797
VLPCook([1] 1.0 736 905 933 | 1.0 747 907 932 | 20 453 724 808 | 20 464 731  80.9
TNLBT-C (baseline) 10 788 944 968 | 10 794 947 971 | 10 522 777 848 | 10 531 782 853
+CrossDec 10 809 954 976 | 10 808 955 978 | 10 555 802 87.0 | 10 545 795 866
+Dynamic margins | 1.0 8181 959 978 | 1.0 8121 9.0 979 | 1.0 5651 81.0 876 | 1.0 5571 802 87.1

3.8% 2.3% 8.2% 4.9%



Conclusion

* We introduce a Cross Decoder to improve the representation capabillity
of the cross-modal recipe embeddings

* We introduce dynamic margins into the retrieval distance learning to
adjust the learning difficulty

* The results on the RecipelM dataset show that our method outperforms
the state-of-the-art methods
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